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Background: Project History

Data grid project at AHDS and STFC 
ended at demise of AHDS
Used SRB (Storage Resource Broker)
AHDS Executive -> Centre for e-
Research at King s College London 
Centre incorporates staff and expertise 
of AHDS and other groups 
Continuity, but some change of focus
New data grid project (using iRODS)
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Background: Data Challenge

History

Archaeology

Literature/Linguistics

Visual Arts

Performing Arts

Ongoing growth of corpora due to 
major digitisation projects

Highly diverse in type and size: images, 
text, music, video, database, multi-media

Require specialised knowledge

Highly complex, contextual, fuzzy, 
uncertain, inconsistent, incomplete

Rapid expansion: AHDS data size 
increased 20-fold between 2005 & 2008

Increasing number of large objects 
(e.g. video, archaeology scans)

Data Grids
Storage Resource Broker (SRB), a widely-used data 
grid technology developed by the San Diego Super 
Computer Center
Addresses storage issues for digital repository and 
preservation environments
Provides uniform, searchable access to virtualised, 
distributed resources, so DL is insulated from:

physical location of data
types of storage
migrating to new hardware

Scalable as library grows, new resources can be 
added dynamically
Auditing facilities
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Issues

Not open source
Very effective for storage management, but not 
integrated with wider infrastructure. 
Not easy to integrate application-specific 
requirements (either change the core code, or 
implement in client, or use proxy commands) 
some examples in later slides.
No built-in implementation of workflow (have to 
script this outside SRB, whether server or client 
side), or of asynchronous processing.
Requires choreography between SRB admin 
and person running workflow.
Relatively restricted support for metadata 
extension 
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iRODS

The open source successor to SRB

Provides similar data virtualisation
Rule-Oriented Data management System

Rule Engine allows data management 
policies to defined and realised as rules
Rules are sets of operations that you want 
to impose on an object (e.g. file, user, 
resource, ).
Rules allow virtualisation of policies the 
digital library is insulated from how these 
policies are implemented.

What are rules? 

Rules built up cumulatively from atomic 
operations called micro-services
Micro-services and rules can be added 
and modified to meet local needs
Triggered by certain events: Event-
condition-action model
Great potential to hide processing 
from  application layer
Create server-side workflows
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Definition of rules

The components of a rule definition are as follows:

actionDef | condition | workflowChain | recoveryChain

Where:
actionDef identifies the action to be carried out
condition is necessary condition for execution
workflowChain is sequence of actions to be 
executed
recoveryChain is corresponding sequence of 
recovery actions (to ensure consistent state).

Rule can be built up cumulatively from other rules.
Data passed into/within rules (via parameters/context).

Examples of rule use

Some examples of using rules:
Digital preservation
Processing digital material on ingest
Fedora disseminators -> 
rules/microservices
Shibboleth integration
Integration with provenance systems
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